


With three reference points the image in the distance spacc is a
half-infinite prism. The base of this prism is a slightly rounded
triangle, and the general cross section of the prism is a curvi-
linear hexagon.

Additional reference points produce higher dimensional figures
of similarly simple characteristics. In the GUIDO display the
locations of the reference points are fixed, determined by the
distances between them. In the two point case, for example, if
the distance between the two reference points is u, then one of
the points will be at location (i, 0) and the other at location
©, p).

If there are three or fewer reference points, the distance
space image can be handled directly by standard graphical
techniques. As we are unable to represent further dimensions
(reference points) directly on a computer screen, we simulate
them through the use of graphical attributes such as color, icon
shape and size, movement, and sound. Presumably the user
will choose the most important reference points for direct dis-

play.

In these images each document that has some relationship
to the reference points is represented by a point or an icon.
The only documents that do not appear are those that do not
contain any of the terms used in defining the reference points.
The location of each document point is defined by its distance
measures with respect to each of the reference points. Thus if
the metric is changed the locations of the document points and
reference points will change, although the fundamental shape of
the document space image will remain fixed.

As the user examines and manipulates the GUIDO image,
he can identify clusters of documents that are closely related,
and modify the reference point definitions to change, move, or
disperse various clusters. Because of the relationship between
distance and similarity, it is presumed that the documents clos-
est to the base "plate” will be those of most interest to the user.
The user can manipulate the image until this is so, opening and
examining selected documents as he does so to assure that the
manipulation is appropriate. Once he is satisfied with the
resulting image, a cap can be placed on the space, representing
the retrieval threshold, and all documents under the cap re-
trieved.

Hearkening back to the author’s earlier work on query and
profile intcgration [e.g., Korfhage 1984, Myaeng & Korfhage
1990}, we can sce that the capping process is a simple one.
The cap related to the elliptical model used in that work is a
straight line parallel to the base line of the document space
image. The cap for the Cassini oval model is a hyperbolic line.
Either of these lines will be canted if the query and the profile
are unequally weighted. The caps corresponding to Boolean
combinations (match query AND profile, or query OR profile)
are similarly simple.

We must note that there is some loss of information in
changing from the document space model to the distance space
one. In the document space model two documents map into the
same point only if they have identical descriptions. In the
distance space model any two documents whose distances from
the various reference points are the same map into a single
point. Just as one feels that it will be rare for two different
documents to have identical descriptions, so also we feel that it
will be quite rare for distinct documents to have matching sets
of reference point distances. We are examining different repre-
sentations to indicate to the user when this event occurs. One
method is to label the point with the number of documents it
represents, in the event that there are more than one. Another
method would be to use a graphical device to indicate multiple
documents, for example, rays like the petals of a flower.

Other, more inventive, options also exist. The point is to
choose a useful one, rather than a clever one.

The VIBE System

An alternative system also under study is VIBE, VIsualiz-
ation By Example [Olsen et al. 1991]. While the basic princi-
ples behind VIBE are the same as those behind GUIDO, VIBE
carries the dimensional reduction one step further, to a two-
dimensional image. The reference points and documents are
once again represented by specific image points. As in
GUIDO, the only documents not shown in the display are those
containing none of the terms used in defining the reference
points. However, in contrast to the fixed locations for the
reference points that GUIDO has, VIBE allows the user com-
plete flexibility in placement of the reference points. The
location of a document point in the image is then determined,
not by its distances from the reference points, but by the ratios
of these distances to each other. Thus all documents with the
same distance ratios map into a single point.

Since the point locations are determined by ratios rather
than absolute distances, and the display is two-dimensional,
there is a further loss of information in choosing the VIBE
display. The figure, adapted from [Olsen et al 1991], illus-
trates some of the interpretation difficulties than can occur.

In compensation for this loss of information, the user has
greater control over the actual display. Reference points can be
added to the display or deleted from it, with the display adjust-
ing automatically. The user can move the reference points
frecly, and the display will automatically reconfigure to reflect
the proper distance ratios. Thus, for example, when the user
sces a cluster of documents on the screen, he can manipulate
the reference points to determine whether the cluster remains
together, or is broken up by the reference point shifts. The
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latter situation indicates that the apparent cluster was merely an
artifact of having a two-dimensional display. If a large cluster
remains together despite such reference point moves, an exami-
nation of documents in the cluster may reveal that the addition
of another simply defined reference point will break up the
cluster into more acceptable groups of documents.

Because of the loss of information in using a ratio-based
display, it is important to provide the user with additional
information. For this purpose several visual enhancements to
VIBE are being developed and studied. These enhancements
will apply to GUIDO as well, but because of their greater
importance to VIBE, they are first being used in this context.
The techniques being studied generally relate to one of two
points: the characteristics of a given document, or the effect on
document point position of changing reference points. The
techniques include the use of lines to indicate the strength of
various factors for the document points, or to indicate docu-
ment point movement; icon size and shape characteristics to
indicate the importance (by system measures) of a given docu-
ment, and color, which can indicate various characteristics of
the document points.

System Comparison

While GUIDO and VIBE both aim at presenting the user
with more complete information about the document collection
with respect to several reference points, their characteristics are
sufficiently different that one or the other of the two systems
will be better suited to a specific situation. For example, de-
spite the reduce dimensionality resulting from use of the dis-
tance space, it is still difficult to represent a space of eight or
ten dimensions. Thus, with that many reference points VIBE is
more likely to provide a readily understandable display. But
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with only two or three reference points, the dimensional col-
lapse inherent in the VIBE display may hide characteristics
more easily seen in the GUIDO display.

To compare the GUIDO and VIBE mappings, suppose that
we have only two reference points defined, and consider the set
of all document points with a given fixed ratio of distances
from the reference points. In the original document space these
points will form a closed "elliptical” surface (except for the
document points equally distant from both reference points,
whose ratio is 1, which form an open hyperplane). In the
GUIDO model, this closed surface maps into a line segment of
the form §, = k§,, bounded by the edges of the distance space.
In the VIBE model, the entire closed surface maps onto a single
point on the line segment joining the two reference point repre-
sentations. Thus we see that it becomes much more likely that
multiple documents will map into the same point. In fact, in
VIBE the entire document space image consists of the line seg-
ment joining the two reference points. For this reason VIBE
does not present a very informative image when there are only
one or two reference points.

When there are four or more reference points one cannot
avoid the possibility in VIBE that further documents may map
to a given point simply because of the superposition in the two-
dimensional representation of structures derived from different
reference points. Suppose, for example, that the line segment
between reference points 4 and C crosses the segment between
reference points B and E. That crossing point represents one
closed surface with respect to the first two points, and a differ-
ent one with respect to the second pair of points. Because of
the control that the user has over the reference point locations,
any superposition of document points that is not due to equal
distance ratios can be resolved by manipulating the image, but
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the user must be sufficiently versed in the use of VIBE to
understand this. In GUIDO a similar situation can occur, but is
much less likely, since the absolute distances, rather than the
ratios, determine the document point placement.

Query Modification

Both GUIDO and VIBE are currently in prototype develop-
ment. The VIBE prototype is on a Sun workstation under X-
Windows, while the GUIDO prototype is being developed on a
386-based system under Windows 3.0. For both systems the
base language is C. It is not yet clear which system will prove
to be better for the user under given circumstances, nor what
enhancements are appropriate. We may illustrate the practical
difference between the two systems by discussing query modifi-
cation. As we have indicated, in the traditional retrieval sys-
tems, query modification is either carried out by the user in the
absence of much real information about the document collection
and the system’s similarity evaluation algorithms, or automati-
cally in a relevance feedback mechanism that may be a rather
mysterious "black box" to the user. In both GUIDO and VIBE
the user has full visibility of the document set, and hence can
make any necessary query modifications, the query being one
of the reference points, after examining some of the outlying
document points. Thus the user has some guidance in changing
the query or other reference points, simply because of the
ability to examine any document in the collection. Further-
more, since these systems have the ability to indicate the cffect
of a change graphically, the user can ponder this effect, and
undo the change if it seems inappropriate. By manipulating the
display and making changes in the reference points, the user
should be able to concentrate the relevant documents in one
section of the screen, with few, if any, nonrelevant documents
included.

Suppose, for example, that there are no documents close to
the query point. In the traditional system this might result in
no documents being retrieved, depending on the threshold. In
either GUIDO or VIBE, the user would be aware of this fact
by the absence of document points near the query, but would
also be aware that other documents exist that are relatively near
the query, although too far away for ordinary retrieval. If
there is a cluster of such documents, examination of a few of
them would lead the user either to conclude that they were not
of interest, or to reformulate the query to better match that
cluster of documents.

In another situation, the discovery of an isolated document
might lead the user to reformulate the query to move it closer
to that document. If this reformulation involves the introduc-
tion of new terms, that might induce the appearance of new
documents, not relevant to the previously given terms, in the
display. Alternatively, if the document is of particular signifi-
cance, the user may decide to define it as an additional refer-
ence point. In VIBE this would permit the user to move the
resulting image point; in GUIDO this would increase the di-
mensionality of the image space by one.

Of course, since the user has a view of all related docu-
ments, he has the ability to control the retrieval dynamically.
In the fully developed GUIDO and VIBE systems we plan to
given the user both the ability to "lasso" groups of documents,

and to indicate specific individual documents for retrieval. In
addition, among the controls that the user has over reference
point specification will be the ability to identify directly any
document found as a reference point. (In the prototype systems
this must be done manually.)

We are currently exploring the use of genetic algorithm
techniques to determine the best query for a given information
need. The basic idea is to use a single user-defined query to
generate a set of "query variants,” with different weights for
various components. Our experiments have involved from ten
to forty variants. Retrieval is performed using each of the
variants, with genetic algorithm techniques used to modify the
variants until they converge to a single weighted query—pre-
sumably the most appropriate one. This process is related to
more traditional relevance feedback techniques, but differs from
them in considering multiple variants of the query simulta-
neously. The study is in its early stages, with no clear indica-
tion of results at this time.

The genetic algorithm process and the information display
techniques of GUIDO and VIBE complement each other well.
In both display systems each query variant would be a refer-
ence point. As the user examines the documents retrieved, his
ratings can be indicated either numerically or by a graphical
altribute, such as color. With each iteration of the genetic
algorithm process the display will change, showing convergence
to a single query. But the manner in which this convergence is
displayed depends on the system.

Since the reference point locations are fully under user
control in VIBE, the positions of these points will not change
during the iterations of the genetic algorithm process. Rather,
as the iterations progressed, the descriptions of the reference
points gradually change until they were all identical. As a
result, the document points ultimately receive exactly the same
evaluation for all of the (now identical) reference points. Thus
the document point images gradually migrate to the centroid of
the reference points. As the entire document space is now
represented by a single point, it becomes difficult to determine
which documents are the most relevant to the final convergent
query. Nevertheless, this type of display will be useful in the
early stages of the process, when there are still several distinct
query variants operative.

In contrast, under GUIDO the reference point locations are
determined by their mutual distances. As the query variants
converge to a single query, these distances become zero.

Hence the reference point images all migrate toward the origin
of the distance space, with a corresponding modification and
reduction of the distance space. In the limit, the distance space
is reduced to a single ray anchored at the common convergent
of the query variants, with the document points spread out
along the ray according to their distances from this single point.
We have, in effect, reduced the situation back to the classical
retrieval pattern with a single query of weighted terms. In-
deed, this is precisely what the genetic algorithm process is
intended to do—produce one query variant with optimally
weighted terms. The GUIDO display will be complex in the
carly stages of the genctic process, when many variants are
active, but clearer than the VIBE display in the late stages,
when few distinct variants remain.
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The genetic algorithm research is presently focused on
modification of a single query. Extension of this work to han-
dle multiple reference points is being discussed, but has not yet
been undertaken. It appears likely that any such extension will
involve at least two levels of genetic manipulation—one aimed
at optimizing each individual reference point, and the other
aimed at optimizing the interaction among the reference points.

Applications

We have been discussing document retrieval. However,
the GUIDO and VIBE systems may be applied to any data set
for which we can define reference points or "points of inter-
est," (POIs), and for which we can measure each datum with
respect to the various characteristics represented by the POls.
In the course of developing these systems various application
sets have been considered. In addition to the usual type of
bibliographic document sets, we are studying demographic and
economic data, legal databases, scientific data, medical infor-
mation, hypertext, and geographic databases. Some of these
data sets, such as the demographic and economic data, have
natural numerical values associated with them. Thus the con-
cepts behind GUIDO and VIBE can be applied directly to such
data. In other situations numerical valuations must be devel-
oped for the data. In many cases this can be done through an
adaptation of the techniques used for normal bibliographic data,
developing measures based on frequency counts or other char-
acteristics of the data.

When natural numerical values are present the range of
these values can be reflected in the choice of reference points.
For example, one of the quantities considered with the demo-
graphic data set is annual per capita income. By assigning
maximum and minimum income values as reference points, the
countries being studied are spread out along the axis defined by
these two points. Since the measure being used then compares
the given income to both the high and low values, the ratio-
based display of VIBE is perhaps the more natural one to use in
this type of situation. Our experiments along this line show
that by defining the reference points properly one can easily
separate and cluster the data—for example the industrialized
countries in contrast to the developing nations.

We have yet to determine how best to handle any of these
data sets. However, the work to this point has been focused on
feasibility. We are satisfied that both GUIDO and VIBE can be
applied to these and similar data sets. Even image data seem to
present no real problem, other than identifying the sets of
transforms corresponding to various characterizations of the
images.

Conclusions

In information retrieval, we have the goal of providing to
each user the documents that best satisfy his or her information
need of the moment. The task is a formidable one: to develop
a retrieval algorithm, including suitable measures, that will
exactly mimic the user’s choices. Despite widespread recogni-
tion that an iterative interaction with the user is likely to pro-
duce the most satisfactory retrieval results, we have tied the
hands of both the users and the information system. The users
have not been given sufficient information to enable informed

modification of queries; the systems that are available rarely
make more than a rudimentary use of information about the
individual user.

We believe that moving from the traditional query answer-
ing system to an information organization and display system
such as GUIDO or VIBE attacks both of these problems.
These systems enable the user to define multiple reference
points, hence providing a more detailed picture of the current
information need to the system. At the same time, the systems
provide the user with a much fuller picture of the entire docu-
ment collection, enabling more informed decisions on the parts
of the users. By letting the user see all of the information that
is available, organized in a display related to the various factors
of importance, we enable the user to pick and choose wisely,
retrieving precisely the information appropriate to the need.

We suggest that the goal of our work should be to provide
the user with an armamentarium of display and retrieval tools,
together with the ability to select and change tools as best fits
the particular need of the moment. GUIDO and VIBE repre-
sent a new type of tool, focusing on providing more complete
information to the user, and on providing it in a graphical form
that shows interrelations among the data.
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