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1 Introduction

Existing data on reading from screens versus paper confirm a range of outcome and process differences between the media (Dillon, 1992, Muter, 1996). While initial research on this theme pursued a single variable explanation, it has become clear to researchers over the last decade that multiple factors affect the user response to electronic text. Among the key variables affecting human processing of electronic text is image quality. Reading proceeds with the visual processing of textual representations, and while the human perceptual system is capable of extracting meaning from even partial images, there can be a temporal cost associated with reduced image quality. Gould et al. (1987) advanced the image quality hypothesis as the major determinant of reading speed and  his  and others’ work indicated  that reading from screens can be as much as 30% slower than reading from paper, purely as a result of differences in image quality. Subsequent studies have shown that, for highly controlled short text reading, reading speed differences between the media could be reduced with the use of high resolution screens employing black, anti-aliased text on a white background with a screen-optimized font.
Much of the work on screen reading has been criticized as too narrow, equating reading to proofreading and testing users only on short, single page texts. While it is clear that the user response to electronic documents is affected by many other issues, it is also true that the full impact of image quality in more realistic reading scenarios remains unknown. Dillon (1994) introduced the TIME framework to show that reading is a combination of cognitive, perceptual and physical processes that interact rapidly and repeatedly in any typical reading context. This framework suggests that while image quality has often been ignored (or treated as solved) in subsequent research, the value of presenting high quality text to readers cannot be completely estimated with current findings. 

Microsoft’s ClearType technology promises significant improvement in the visual quality of text presentation on screen and the present studies represent the first stage of a series of investigations into the real world impact of such enhancements for information workers or regular screen readers. 

In the present study we examine the extent to which users prefer ClearType (or enhanced) texts to regularly displayed texts upon first exposure. Our aim is to establish the initial response of users when faced with ClearType and to answer such questions as: Do users uniformly like it? Will a typical user select the enhanced over the regular version if given the choice? Answering such questions serves to provide a baseline for establishing the impact of this new technology. If users do not immediately see any benefits or express any preference, the nature of performance benefits will have to be explored in a highly controlled fashion. If users do immediately prefer ClearType displays, then this needs to be factored into further performance studies to ensure preference and immediate perceptions of enhancements are controlled. 

To gain our first data, we developed a set of images that contained enhanced and regular versions of multiple texts presented either as single words, as single paragraphs or as multi paragraphs (see Figure 1). Details on the experimental method are below, but participants were always asked to view texts and choose the one they believed would be best for them if they were to read on screen.  The present investigation is exploratory, and is intended to serve as a guide to further studies. Since preferences or selections may be affected by how much text is viewed (e.g., comparing words is not equivalent to reading paragraphs of text) or by the font employed, we partially manipulated (but did not completely experimentally control) these variables to allow us scope to explore their impact statistically in the data analysis.
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Figure 1. Block 1 example, participants choose the preferred text
2 Method

2.1 Participants

Participants were recruited through a posted advertisement on the campus of The University of Texas at Austin. All participants met the following criteria:
· familiarity with reading English on a computer screen or monitor, 
· age 18 or older,
· self-reported as having 20/20, standard, or corrected vision, and
· self-reported as having no reading disabilities or color blindness.

42 participants were scheduled for 1-hour time slots and paid $10 for their involvement.
2.2 Experimental Design

The study employed a within-subjects (repeated measures) design with each participant completing 110 selection tasks over three blocks of trials.  The independent variable was the manipulation of text display operationalized at the following levels:
· text setting (ClearType, regular)
· number of on-screen stimuli (2 or 3 text choices at a time)

· text length (word, paragraph, and multiple paragraphs)

· font (Arial, Garamond, Times New Roman, Verdana)

· font size (12pt, 10pt)

The dependent variable was participants’ expressed preference for a text in each comparison. This was elicited by asking participants to choose the text they thought would be best for reading on screen.

The order in which the text was displayed was randomized.  Number of words in each of the text lengths was controlled.  Tasks were presented in 3 blocks as outlined in Table 1:
	Block
	Participants
	# of Trials
	# of Text Choices
	Font
	Size

	1
	42
	36
	2
	Same
	12 pt

	2
	42
	37
	3
	Varied
	12 pt

	3
	32
	37
	3
	Varied
	Varied


Table 1. Basic test design
Fonts used in the experiment were Arial, Garamond, Times New Roman and Verdana. The size manipulation in the final block of tasks was intended to minimize the visual size differences across fonts of equal point size e.g., 12 point Verdana and Arial are much larger in appearance than 12 point Times New Roman or Garamond.  By adding this control we sought to manipulate the effect of apparent size on choice of text. As a result of adding this block after 10 initial participants, only 32 subjects completed this block of trials.

In each task, one of the text stimuli presented was in ClearType (regardless of there being two or three stimuli to view). The word and paragraph displays were shown horizontally (i.e., with one stimulus above the other), and the multiple paragraphs displays were shown vertically (one stimulus to the right or left of the other).

Participants all used the same Dell Latitude C840 laptop, with the choice of using a mouse attached peripherally or the mouse-equivalents on the laptop keyboard.  The screen size of the laptop was 15 inches, with a display setting of 1600x1200 pixels.  Internet Explorer v.6.0.26 was used to present the stimuli. Choice selections were automatically recorded and after making a choice, participants pressed a “next” button to continue.

2.3 Procedure

Each participant was seated in a closed-door classroom environment facing the laptop. The moderator explained the multi-part procedure for the session and asked participants to read and sign an informed consent form. Participants were asked to begin the session by completing block 1, then taking a 3-5 minute brief break, before proceeding with another block of trials.  All participants completed block 1 first, but subsequent blocks (2 and 3) were counterbalanced to minimize order effects.

3 Results

3.1 Major Trends – Block 1

When given a choice between ClearType and regular text, test participants showed an overall 82%  preference for the ClearType test item (see Table 2).  The 82% grand mean reflected little variation across length, with word, paragraph, and multi-paragraph items ranging only from 81% to 83%.  Similarly, there was little variation across the four fonts, with ClearType preference ranging from 79% for Garamond to 85% for Verdana.  

	Font
	Word
	%
	Paragraph
	%
	Multi-Paragraph
	%
	Total
	%

	Arial
	106 / 126
	84
	107 / 126
	85
	98 / 126
	78
	311 / 378
	82

	Verdana
	107 / 124
	86
	104 / 123
	84
	106 / 124
	85
	317 / 371
	85

	Garamond
	67 / 84
	80
	125 / 167
	75
	108 / 127
	85
	300 / 378
	79

	Times New Roman
	100 / 124
	81
	101 / 124
	81
	105 / 124
	85
	306 / 372
	82

	Total
	380 / 458
	83
	437 / 540
	81
	417 / 501
	83
	1234 / 1499
	82


Table 2. Block 1, number of trials on which participants selected ClearType
ClearType is selected in 1234 of 1499 total comparisons across 42 users in block 1. A 2 (Chi-squared) test (with Yates Correction, for comparisons with one degree of freedom) indicates a highly significant effect (2 = 622.40, 1df, p < .0001). Put simply, when asked to choose which text they would prefer to read from, users select the ClearType alternative.

3.2 Effects of Word Length and Font

Even though they were not completely balanced, we conducted two additional 2 tests  to check for differences among item lengths (word, paragraph, multi-paragraph) and among the four fonts in block 1. In each case, we used the 82% grand mean to generate the “expected” value in each cell. The results indicated no significant effect for text length ( 2=.195, df=2, p > .25) or font ( 2= .861,  df=3, p > .25). Indeed, the summary data show practically complete equivalence between observed and expected values. 

In sum, the block 1 data suggest that for simple comparisons of ClearType and regular text, regardless of length or font, ClearType is preferred more than 80% of the time.

3.3 Making Choices From 3 Stimuli of 12pt Size

In block 2, participants were asked, in each trial, to state their preference for one of three stimuli, only one of which was ClearType.  Note: unlike block 1, stimuli in different fonts were compared in the same trial.  Our goal here was to examine how robust any preference effect may be under mixed text comparisons.

As shown in Table 3, test participants declared a preference for the ClearType test item over the other two items on 50% of the trials (where chance would be 33%).  This 50% grand mean again reflected little variation across item length, with word, paragraph, and multi-paragraph items ranging from 49% to 51%. 

	Font
	Word
	%
	Paragraph
	%
	Multi-Paragraph
	%
	Total
	%

	Arial
	112 / 168
	67
	73 / 126
	58
	123 / 168
	73
	308 / 462
	67

	Verdana
	128 / 168
	76
	31 / 42
	74
	27 / 42
	64
	186 / 252
	74

	Garamond
	45 / 126
	36
	50 / 126
	40
	42 / 168
	25
	137 / 420
	33

	Times New Roman
	37 / 168
	22
	79 / 168
	47
	34 / 84
	40
	150 / 420
	36

	Total
	322 / 630
	51
	233 / 462
	50
	226 / 462
	49
	781 / 1554
	50


Table 3. Block 2, number of trials on which participants selected ClearType
However, and in contrast to block 1, there was considerable variation in response across the four fonts.  For example, a ClearType stimulus was preferred only 33% of the time for Garamond but 74% of the time for Verdana.   A double-classification 2 test was calculated on the 12 cells (four fonts X three item lengths).  The result was significant (2 =306.74, df=11, p < .0001) indicating that certain font and length combinations of ClearType were selected significantly more or less than others.

If we examine the ClearType selection rates across text length we find the distribution shown in Table 4. A comparison across the three stimulus lengths was not statistically significant (2 =.316,  df=2, p > .25). 
	 
	Word
	Paragraph
	Multi-Paragraph
	Total

	Observed
	322
	233
	226
	781

	Expected
	315
	234
	232
	



Table 4. Block 2, frequencies of preferences for ClearType and regular text, across text type

If we examine the ClearType selection rates across fonts  in block 2 (see Table 5) we find a significant effect (2 = 96.76, df=3, p < .0001) with Arial and Verdana in ClearType text being highly preferred over regular text in other fonts.

	
	Arial
	Verdana
	Garamond
	Times New Roman
	Total

	Observed
	308
	186
	137
	150
	781

	Expected
	231
	126
	210
	210
	



Table 5. Block 2 frequencies of preferences for ClearType and regular text, across four fonts
There is an obvious difference in size between the 12-point serif fonts (Garamond and Times New Roman) and the 12-point sans serif fonts (Arial and Verdana).  A double-classification 2 of these data, shown in Table 6, was significant, (2 =292.04, df=5, p < .0001) indicating that preference choices for ClearType are greatest for sans-serif fonts; the serif fonts are selected at chance levels.

	
	Word
	%
	Paragraph
	%
	Multi-Paragraph
	%
	Total
	%

	Sans serif
	240 / 336
	71
	104 / 168
	62
	150 / 210
	71
	494 / 714
	69

	Expected
	112
	 
	56
	
	71
	 
	 
	 

	Serif
	82 / 294
	28
	129 / 294
	44
	76 / 252
	84
	287 / 840
	34

	Expected
	98
	 
	98
	 
	84
	 
	 
	 

	Total
	322 / 630
	51
	233 / 462
	50
	226 / 462
	49
	781 / 1554
	50


Table 6. Block 2 frequencies of preferences for ClearType and regular text, across two font types and three stimulus item lengths

3.4 Making Choices From 3 Stimuli of Comparable Physical Size

In block 3, the larger-looking 12-point Arial and Verdana texts were reduced to 10-point text, in both ClearType and regular presentations, to minimize the effect of apparent size (reducing these to 10 point rendered them comparable to other 12 point fonts in size on screen). The results are summarized in Table 7.
	Font
	Word
	%
	Paragraph
	%
	Multi-Paragraph
	%
	Total
	%

	Arial
	70 / 128
	55
	38 / 96
	40
	55 / 128
	43
	163 / 352
	46

	Verdana
	98 / 128
	76
	25 / 32
	78
	21 / 32
	66
	144 / 192
	75

	Garamond
	65 / 96
	68
	66 / 96
	69
	82 / 128
	64
	213 / 320
	66

	Times New Roman
	74 / 128
	58
	93 / 128
	73
	42 / 64
	66
	209 / 320
	65

	Total
	307 / 480
	64
	222 / 352
	63
	200 / 352
	57
	729 / 1184
	62


Table 7. Block 3, number of trials on which participants selected ClearType
A double-classification 2 test (four fonts X three stimulus item lengths) indicated a significant effect ( 2 = 325.70, df=11, p < .0001) with ClearType preferred at levels greater than chance. Exploring this across lengths and fonts as before confirmed, once again, that length was not a source of variance (2 = 1.83, df=2, p > .25), but fonts did vary significantly (2= 20.29, df=3, p < .0001) as summarized in table 8.
	
	Arial
	Verdana
	Garamond
	Times New Roman
	Total

	Observed
	163
	144
	209
	213
	729

	Expected
	218
	119
	198
	198
	



Table 8. Block 3 frequencies of preferences for ClearType and regular text, across four fonts
Thus, the preference for ClearType differed across the four fonts, with Arial (10 point) yielding little above chance performance (46%) while the other three fonts (Verdana, 10 point, and Garamond and Times New Roman, each 12 point) yielded preference data about twice as high as would be expected by chance (ranging from 62% to 66%).  

For completeness, the serif vs. sans serif comparison was performed on the block 3 data also.  A double-classification chi-square of these data was significant (2 =305.27, df=5, p < .0001). COMMENTS ON THIS ?

To summarize, Table 10 compares the choice distributions for fonts and lengths in blocks 2 and 3.
	Block
Font
	Word
	Paragraph
	Multi-Paragraph
	Total

	
	2
	3
	2
	3
	2
	3
	2
	3

	Arial
	67%
	55%
	58%
	40%
	73%
	43%
	67%
	46%

	Verdana
	76%
	76%
	74%
	78%
	64%
	66%
	74%
	75%

	Garamond
	36%
	68%
	40%
	69%
	25%
	64%
	33%
	66%

	Times New Roman
	22%
	58%
	47%
	73%
	40%
	66%
	36%
	65%

	Total
	51%
	64%
	50%
	63%
	49%
	57%
	50%
	62%


Table 10. Blocks 2 and 3, comparison of percentage of ClearType preference ratings
Clearly, when size is no longer a distinguisher between fonts, preferences for ClearType are more pronounced, once again pointing to the interaction of several factors in determining the user response to electronic text.

3.5 Examining Individual Differences Among Participants

While the data across stimuli are most pertinent to our question, we can also examine the data by looking at patterns of individual responses from users. To that end, Table 11 presents a summary of each user’s choices (in percentage terms) for each block of trials. Two users chose ClearType stimuli 100% of the time across all blocks while one participant never selected the ClearType versions, and another rarely selected them (Subject 15, who preferred the regular display, remarked that the ClearType versions appeared ‘darker and less clear’).  

In block 1, the simplest choice, and one that mimics the type of comparison most people may make, more than one-third of users selected ClearType on every trial, and more than half of all participants selected ClearType in over 90% of their comparisons. This is not only statistically significant but of huge practical significance. 

If we look at across all three blocks we can see that 32/42 (76%) users selected ClearType at greater than chance levels for all trials. If we limit this only to users who completed all three blocks, this figure becomes 25/32 (78%), suggesting the basic preference effect is very robust

	Block

Subject
	1
	2
	3

	
	
	
	

	1
	97
	35
	-

	2
	56
	22
	-

	3
	100
	51
	-

	4
	72
	14
	-

	5
	0
	3
	-

	6
	97
	62
	-

	7
	100
	54
	-

	8
	67
	59
	-

	9
	100
	68
	-

	10
	94
	57
	-

	11
	100
	54
	51

	12
	100
	65
	84

	13
	30
	24
	24

	14
	89
	59
	86

	15
	0
	0
	0

	16
	79
	54
	71

	17
	100
	100
	100

	18
	92
	43
	70

	19
	100
	86
	89

	20
	94
	68
	62

	21
	100
	100
	100

	22
	75
	30
	49

	23
	100
	68
	97

	24
	100
	86
	97

	25
	100
	49
	56

	26
	81
	59
	86

	27
	100
	27
	51

	28
	67
	65
	95

	29
	94
	65
	76

	30
	61
	41
	54

	31
	86
	35
	43

	32
	100
	30
	70

	33
	56
	38
	35

	34
	69
	30
	19

	35
	100
	76
	100

	36
	60
	56
	46

	37
	97
	43
	59

	38
	89
	43
	14

	39
	94
	49
	43

	40
	100
	50
	76

	41
	78
	51
	39

	42
	72
	30
	38


Table 11. User selections (%) of ClearType stimuli across all blocks
(chance is 50% in block 1, 33% in blocks 2 and 3)
4 Conclusions

ClearType represents an image quality improvement that the majority of users instantly recognize.  When given a straight comparison between it and regular text, over 80% of the time people choose ClearType. 

When comparing larger and smaller text, the physical size influences some users’ choices, rendering the preference for ClearType to be reduced to chance levels. In as much as font dictates size characteristics, there is a need for research to tease out this interaction completely. The minority of users for whom ClearType was not preferable also raises an interesting research prospect.  In the present sample we could determine no distinctive trait or characteristic (e.g., eye condition, corrective lenses, etc.) that would indicate why these participants preferred regular text. 

For electronic text presentations, it seems from these data that there is a strong case to support the use of ClearType for most users. However, these results are merely initial preferences, which are not guaranteed to impact user performance directly. As has been repeatedly shown in usability studies, satisfaction or preference is not perfectly correlated with effective or efficient task performance. In terms of typical reading activities, however, there are grounds for believing that the majority preference for ClearType may impact willingness to read or to continue reading electronic text. In relating these findings to earlier work on image quality, we anticipate that ClearType will likely produce most performance impact in efficiency or speed terms. Our next study will examine performance on meaningful information tasks for ClearType and regular displays to determine how well the preference effects translate into behavioral indices. 
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